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Abstract

Ultrasonic guided wave (UGW)-based non-destructive testing (NDT) has emerged as an effective method for
identifying damage in aerospace structures. Recently, the integration of machine learning models into NDT
systems has shown the capability to accurately detect and localize structural damage. However, purely data-
driven approaches require extensive datasets and lack physical interpretability. Furthermore, conventional
Multi-Layer Perceptrons (MLPs) suffer from spectral bias (F-Principle), preferentially capturing low-frequency
components and failing to resolve high-frequency wave propagation. By embedinng the governing partial
differential equations of the underlying physical problem into the learning process, Physics-Informed Neu-
ral Networks (PINNs) have demonstrated the capability to ensure robust generalization even in data-sparse
regimes. Utilizing periodic activation functions in Sinusoidal Representation Networks (SIRENs) facilitates the
capture of high-frequency oscillations. This study proposes a Physics-Informed sinusoidal representation net-
work (PI-SIREN) which embed elastodynamic wave equation under the Kirchhoff-Love and Mindlin-Reissner
plate theory into the learning process, effectively mitigating spectral bias to enable ultrasonic wavefield re-
construction in data-sparse regimes. Numerical results demonstrate that the proposed PI-SIREN framework
significantly outperforms purely data-driven baselines, achieving lower errors when trained on identical dataset
sizes. In contrast, PINN configurations based on standard MLPs with hyperbolic tangent activation functions
failed to converge, unable to resolve the high-frequency dynamics.
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1. Introduction
The aging nature of aircraft structures requires extensive maintenance efforts to prevent material
degradation. Degradation poses a potential threat to aircraft reliability, heightening the risk of material
failure [1]. In 2023, the airline industry allocated approximately $93.9 billion towards maintenance, re-
pair and overhaul (MRO) activities, constituting roughly 11 percent of the total operating costs [2]. To
address these challenges, diagnostic and prognostic methodologies in aircraft maintenance emerge
as essential tools to enhance the reliability, availability and safety of operational aircraft, concurrently
mitigating MRO costs [3, 4]. NDT is utilized to inspect the structural condition of an aircraft compo-
nent. Conventional NDT relies heavily on ultrasonic inspection techniques, with UGW serving as the
most widely utilized non-destructive evaluation (NDE) method for thin-walled structures [5, 6]. UGWs
are elastic waves propagating within solid plates or layers constrained by free boundaries, where
the wave behavior is intrinsically governed by the characteristics of the material [5, 6]. Due to their
short wavelengths in the high-frequency region and low amplitude loss over distance, these waves
are sensitive to minor perturbations in the waveguide, such as flaws or damages in the material [7].
Different approaches are utilized to increase the prediction accuracy of damage detection, localiza-
tion, or characterisation in structural materials based on obtained UGW data. These methodologies
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are classified as physics-based, data-driven, or hybrid models [8, 4]. Physics-based models, such
as Finite Element Method (FEM) [9] and Boundary Element Method (BEM) [10], are based on phys-
ical principles that simulate UGW propagation in specific materials under pre-defined environmental
conditions. These methods are associated with high modeling accuracies but have the major disad-
vantage of high computational costs and lack of generalization [11]. In contrast, data-driven models
mostly rely on obtained and labeled UGW data. Numerous researchers have utilized these mostly
machine learning-guided techniques [12, 13, 14, 15], but their effectiveness is heavily reliant on the
quantity and quality of available training data. Purely data-driven machine learning approaches have
not shown to be entirely feasible due to the lack of robustness, interpretability and limited training data
[8]. The potential of hybrid models to incorporate the advantages of both domains is demonstrated
by their integration of physics-based and data-driven methodologies [4]. A potential method is repre-
sented by physics informed machine learning models, where training of data-driven models is con-
strained by incorporating prior physical knowledge. The research of Raissi et al. [16] introduced these
so-called PINNs, which integrate physical laws into deep learning architectures. These models pos-
sess robust generalization capabilities, allowing for reliable predictions even in data-sparse regimes
[17]. Furthermore, PINNs are highly effective in solving complex inverse problems in a variety of ap-
plication domains. Shukla et al. [18] introduce a PINN approach trained to identify and characterize
surface-breaking cracks in aluminum plates using ultrasonic surface acoustic wave data. The model
incorporates the acoustic wave equation and employs adaptive activation functions, demonstrating
improved convergence and offering a promising model for addressing ill-posed inverse problems in
various applications. Zhou and Xu [19] propose a method utilizes a PINN based on a classic MLP
to reconstruct a "pseudo-pristine" wavefield from measured data by embedding the Kirchhoff-Love
plate theory into the training process. Because the method lacks explicit boundary and initial condi-
tions, it requires a dense dataset of sampled measurement points to accurately resolve the high-order
derivatives and solve the ill-posed inverse problem for the plate’s material parameters. Mehtaj and
Banerjee [20] provide a comprehensive review, which classifies and analyzes four Scientific Machine
Learning (SciML) architectures regarding their efficacy in modeling acoustic, elastic and guided wave
propagation. The study concludes that while PINNs successfully address traditional limitations like
discretization errors and the curse of dimensionality, they still face significant challenges regarding
convergence, training time and difficulties in optimizing high-dimensional non-convex loss functions.
While conventional PINNs offer various advantages, they come with challenges, particularly in high-
frequency regions. Spectral bias, also known as the F-Principle, describes the tendency of deep
neural networks to prioritize the convergence of low-frequency components of a target function be-
fore high-frequency ones during gradient-based optimization [21, 22]. High-frequency oscillations in
the PDE solution introduce rapid variations in the residual loss, which significantly increases the non-
convexity of the objective function. This leads to optimization problems for standard PINNs where
gradient-based solvers become trapped in sub-optimal local minima. Moreover PINNs struggle with
numerical instability when dealing with partial differential equations (PDEs) in high-frequency regimes
and convergence issues due to the multi objective optimization of the different loss terms [23]. To
address spectral bias in PINN modelling, Moseley et al. [24] propose a domain decomposition ap-
proach for training PINNs, whereby the global domain is divided into multiple overlapping subdo-
mains. Although these so-called Finite basis PINNs effectively mitigate spectral bias, they introduce
architectural complexity that requires precise, problem-specific tuning of hyperparameters, including
training schedules, subdomain interface alignment and window function configurations.
To address the challenges associated with UGW PINN modeling, this study proposes a PI-SIREN
model architecture leveraging sinusoidal representation networks or SIRENs [25] for reconstructing
UGW for isotropic plate-like structures in the time domain. A novel training methodology is proposed
that integrates causal weighting [26] into a hybrid optimization framework. This strategy sequen-
tially leverages first-order and quasi-second-order optimization methods, employing residual-based
adaptive refinement (RAR) [27] between the training phases to dynamically increase collocation point
sampling in high-error regions. The proposed architecture demonstrate superior accuracy in recon-
structing the high-frequency wave-field in comparison to conventional PINN models.
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2. Problem Formulation
Reliable damage identification in UGW inspection requires a physically consistent pristine baseline
against which measured structural responses can be compared [14]. However, in practical deploy-
ments, acquiring high-fidelity experimental baselines across all operational conditions is rarely fea-
sible. While accurate, finite element (FE) simulations are computationally expensive for repeated or
real-time evaluation. Spatial measurements further constrain the available information to a sparse
set of spatio-temporal observations, from which purely data-driven approaches cannot reliably re-
construct the full wave field without additional physical constraints. This work formulates the forward
problem of lamb wave propagation as a physics-informed regression task to address these limita-
tions. The structure under consideration is a homogeneous, isotropic, linear-elastic aluminum plate of
dimensions 200×200×3 mm. The material is characterised by a Young’s modulus E = 70 GPa, Pois-
son’s ratio ν = 0.33 and density ρ = 2700 kg/m3. The plate is excited by a five-cycle Hann-windowed
sinusoidal burst at a center frequency of f0 = 50 kHz. The excitation signal is modeled as a concen-
trated out-of-plane force of amplitude F = 1 N applied at the top surface of the plate at the center
(x,y) = (100,100) mm. Reference displacement fields are obtained from transient dynamic FE sim-
ulations conducted in ABAQUS/Explicit. The plate is discretized using 8-node linear brick elements
with reduced integration and hourglass control (C3D8R). The structured mesh ensures a minimum of
30 elements per shortest wavelength across all relevant lamb wave modes, as established through
a preceding mesh convergence study. The spatial discretization comprises 8 elements through the
thickness and 350 elements in both the x- and y-directions, yielding a total of 980,000 elements.
Transient dynamics are solved using ABAQUS automatic time-increment scheme over a total simu-
lation duration of Tsim = 3×10−4 s. For model training, only the structural response after excitation is
considered. The observation window is therefore restricted to t ∈ [t0, Tsim] = [1.1×10−4, 3.0×10−4] s,
corresponding to a training horizon of T = 1.9× 10−4 s. Therefore, the governing PDE can be en-
forced in its homogeneous form without an explicit source term. This avoids the need to model the
spatially and temporally localised forcing within the PINN residual. Full field displacement frames at
a sampling rate of ∆t = 1×10−6 s are extracted, yielding 191 temporal dataframes for training. From
these frames, a sparse, fixed set of Nd spatio-temporal observation points is extracted to emulate the
limited data coverage of a realistic inspection scenario and serves as the supervised training data for
the PINN model.
The objective is to train a sinusoidal representation network Nθ : (x̄, ȳ, t̄) 7→ ū that simultaneously
satisfies the governing plate equations in the temporal domain Ω× [0,T ], the free-edge boundary
conditions, the initial conditions and data fidelity at the sparse observation points. The resulting
model constitutes a continuous, differentiable surrogate of the pristine plate response, queryable at
arbitrary spatio-temporal coordinates without repeated simulation. Two plate theories are evaluated
within this PI-SIREN framework: Kirchhoff-Love (KL) and Mindlin-Reissner (MR), as detailed in the
following section.

3. Governing Equations and Problem Formulation
The propagation of elastic waves in a continuous, homogeneous and isotropic solid can be described
by the Navier-Lamé equations for elastodynamics, which represent Newton’s second law applied to
a deformable continuum. In the absence of body forces, the governing equations are:

ρ ü= (λ +µ)∇(∇ ·u)+µ ∇
2u, (1)

where u(x, t) ∈ R3 is the displacement vector field, ρ is the material density and λ and µ are the
Lamé constants, related to the Young’s modulus E and Poisson’s ratio ν by:

λ =
Eν

(1+ν)(1−2ν)
, µ =

E
2(1+ν)

. (2)

Equation (1) couples all three displacement components through the dilatational term ∇(∇ ·u) and
the shear term µ ∇2u, admitting both compressional (P-wave) and shear (S-wave) solutions. In plate-
like structures, the interaction of these bulk wave modes with the free top and bottom surfaces gives
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rise to guided lamb waves, which propagate along the plate mid-plane as symmetric (Sn) and anti-
symmetric (An) modes with frequency- and thickness-dependent phase velocities described by the
Rayleigh-Lamb dispersion relations [28, 5]. A direct numerical treatment of Equation (1) in three
spatial dimensions is computationally infeasible for the spatio-temporal scales relevant to ultrasonic
NDT, particularly when embedded in the loss function of a PINN. For thin plates satisfying h≪ L,
where h is the thickness and L is the lateral dimension, the full three-dimensional problem can be
reduced to a set of two-dimensional equations governing the mid-plane displacement field by ex-
ploiting the separation of scales in the through-thickness direction. Specifically, in the low-frequency
regime where the flexural wavelength λ f exceeds the plate thickness (h/λ f ≪ 1), the dominant wave
mode is the anti-symmetric mode A0, whose kinematics are well captured by classical plate theo-
ries without recourse to the full three-dimensional elastodynamic solution [28, 29]. This dimensional
reduction eliminates the z-dependence of the displacement field through kinematic assumptions on
the through-thickness deformation, reducing the computational domain from three to two spatial di-
mensions. Although this simplification is beneficial in terms of dimensionality, it comes at the cost of
increased derivative order in the classical KL theory, where the governing equation is fourth-order in
space compared to the second-order Navier-Lamé equations. The MR theory avoids this increase
by retaining the second-order spatial structure through the introduction of two independent rotation
fields, θx and θy as auxiliary unknowns, at the expense of expanding the system from one to three
coupled equations [30, 31]. The resulting formulations are presented in the following sections.

3.1 Kirchhoff-Love Plate Theory
The KL theory [32] is applicable to thin plates in which the thickness is significantly smaller than
the characteristic lateral dimension. The theory rests on three kinematic assumptions: (i) straight
lines initially normal to the mid-surface remain straight and normal to the deformed mid-surface after
deformation (Kirchhoff normality hypothesis); (ii) the transverse normal strain εz is negligible; and (iii)
the transverse normal stress σz is small compared to the in-plane stresses and is therefore neglected
[33]. As a consequence, transverse shear deformation is entirely absent from the formulation, which
renders the theory inadequate at higher frequencies or for thicker plates where shear effects become
significant. Under these assumptions the displacement field through the plate thickness is:

u1(x,y,z, t) =−z
∂w
∂x

, u2(x,y,z, t) =−z
∂w
∂y

, u3(x,y,z, t) = w(x,y, t), (3)

where w(x,y, t) is the transverse deflection of the mid-surface and z ∈ [−h/2, h/2] is the through-
thickness coordinate. The governing partial differential equation for vertical displacement w follows:

D
(

∂ 4w
∂x4 +2

∂ 4w
∂x2 ∂y2 +

∂ 4w
∂y4

)
+ρh

∂ 2w
∂ t2 = 0. (4)

The flexural rigidity D characterizes the bending stiffness of the plate:

D =
Eh3

12(1−ν2)
. (5)

For a plate with free edges, the natural boundary conditions require that the bending moment Mnn

and the Kirchhoff effective shear force Vn vanish at each edge, yielding:

Mnn =−D
(

∂ 2w
∂n2 +ν

∂ 2w
∂ s2

)
= 0, Vn =−D

(
∂ 3w
∂n3 +(2−ν)

∂ 3w
∂n∂ s2

)
= 0, (6)

where n and s denote the outward normal and tangential directions at the boundaries, respectively.

3.2 Mindlin-Reissner Plate Theory
The MR theory [30, 31] extends the KL formulation by relaxing the normality hypothesis, thereby ad-
mitting transverse shear deformation. Straight lines initially normal to the mid-surface remain straight
after deformation but are no longer constrained to remain normal to the deformed mid-surface. This
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introduces two independent rotation fields θx(x,y, t) and θy(x,y, t) as additional kinematic degrees of
freedom and the displacement field becomes:

u1(x,y,z, t) = zθx(x,y, t), u2(x,y,z, t) = zθy(x,y, t), u3(x,y,z, t) = w(x,y, t). (7)

The theory is governed by a system of three coupled partial differential equations for the three un-
knowns (w,θx,θy). The equation of motion in the transverse direction is:

Cs

(
∂ 2w
∂x2 +

∂ 2w
∂y2 +

∂θx

∂x
+

∂θy

∂y

)
−ρh

∂ 2w
∂ t2 = 0, (8)

and the two rotation equations are defined as:

D
(

∂ 2θx

∂x2 +
1−ν

2
∂ 2θx

∂y2 +
1+ν

2
∂ 2θy

∂x∂y

)
−Cs

(
θx +

∂w
∂x

)
− Irot

∂ 2θx

∂ t2 = 0, (9)

D
(

∂ 2θy

∂y2 +
1−ν

2
∂ 2θy

∂x2 +
1+ν

2
∂ 2θx

∂x∂y

)
−Cs

(
θy +

∂w
∂y

)
− Irot

∂ 2θy

∂ t2 = 0. (10)

Here Cs = κGh is the transverse shear stiffness, with G = E/[2(1+ ν)] as the shear modulus and
κ = 5/6 the shear correction factor accounting for the non-uniform distribution of shear stress through
the thickness. The rotary inertia is Irot = ρh3/12. For free-edge boundary conditions, the vanishing of
the bending moment Mnn, the twisting moment Mns and the transverse shear force Qn at each edge is
required:

Mnn = D
(

∂θn

∂n
+ν

∂θs

∂ s

)
= 0, Mns = D

1−ν

2

(
∂θn

∂ s
+

∂θs

∂n

)
= 0, Qn =Cs

(
θn +

∂w
∂n

)
= 0, (11)

where θn and θs are the rotation components in the normal and tangential directions at the boundary.
The choice between the two plate theories is guided by the frequency-thickness product f ·h, which
characterizes the relative importance of transverse shear effects. For the KL theory, the flexural
wavelength λ f must remain large compared to the plate thickness. Substituting the harmonic wave
ansatz w ∝ ei(kx−ωt), with angular frequency ω = 2π f , into the KL governing equation (4) yields the
dispersion relation:

Dk4 = ρhω
2, (12)

from which the flexural wavelength follows as:

λ f =
2π

k
= 2π

(
D
ρh

)1/4 1√
ω
. (13)

As the frequency-thickness product f · h increases, transverse shear effects become non-negligible
and the KL theory progressively overestimates the phase velocity of the antisymmetric lamb wave
mode. The condition for the validity of thin plate theory is commonly stated as h/λ f ≪ 1, i.e. the plate
thickness must remain small compared to the flexural wavelength [28]. In this regime the MR theory,
which accounts for both shear deformation and rotary inertia, provides a more accurate representa-
tion of the wave kinematics. For the present study, with an excitation frequency of f = 50kHz and
plate thickness h = 3mm, the flexural wavelength is estimated from Equation (13) as λ f ≈ 24mm,
yielding h/λ f ≈ 0.12. This value lies in a regime where transverse shear effects are no longer entirely
negligible, motivating the comparative evaluation of both theories within the PINN framework [28].

4. Methodology
4.1 PI-SIREN Architecture
PINNs incorporate physical laws as residual penalty terms within the loss function to ensure predic-
tions remain consistent with known physics. Unlike purely data-driven methods, PINNs integrate a
physics-based term derived from the residual of the governing partial differential equations [16]. Con-
sequently, model training is cast as a multi-objective optimization problem requiring the simultaneous
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minimization of multiple loss components. To evaluate the PDE residual, PINNs leverage automatic
differentiation (AD) to systematically compute the exact partial derivatives of the neural network out-
puts with respect to their spatio-temporal input variables [16, 18]. In Figure 1 the proposed PI-SIREN
architecture is illustrated for forward solving the MR formulation in the normalized spatio-temporal do-
main (x̄, ȳ, t̄) ∈ [−1,1]3. The neural network architecture employed in this work is SIREN [25], in which
the activation function is defined by a periodic sinusoidal activation of the form φ(z) = sin(ω0z), where
ω0 is a frequency hyperparameter that governs the characteristic oscillation scale of each layer. The
network takes the normalized spatio-temporal coordinates as inputs and maps them to the predicted
displacement fields, with a single output w̄ for the KL formulation and three outputs (ū, v̄, w̄) for the
MR formulation. The architecture consists of five fully connected hidden layers with N = 256 neurons
per layer. Following the initialization scheme of [25], the weights of the first layer are drawn from a
uniform distribution U (−1/nin, 1/nin), where nin is the number of input features, while the weights of
all subsequent hidden layers are initialized from U (−

√
6/nin/ω0,

√
6/nin/ω0), ensuring that the dis-

tribution of activations is preserved throughout the network depth. The frequency hyperparameters
are set to ω0 = 30 for the first layer and ω0 = 30 for all hidden layers, values that are chosen to match
the trade-off between stability and the center excitation frequency of f0 = 50kHz in the normalized
domain.

Figure 1 – Illustration of PI-SIREN model architecture for forward solving the MR formulation

Training of PINNs is significantly improved when the governing equations are expressed in a non-
dimensional and normalized spatio-temporal domain, as this reduces the dynamic range of the
network inputs and improves the conditioning of the loss function [34]. Normalized coordinates
(x̄, ȳ, t̄) ∈ [−1,1]3 are therefore introduced via the transformations:

x̄ = 2
( x

L

)
−1, ȳ = 2

( y
L

)
−1, t̄ = 2

( t
T

)
−1, (14)

where L is the characteristic plate length and T is the total simulation duration. The corresponding
inverse transformations yield the chain-rule scaling factors:

cx =
2
L
, cy =

2
L
, ct =

2
T
. (15)

Substituting these transformations into Equations (4)–(10) yields the normalized residual forms uti-
lized in the loss function, as detailed in the following section 4.2.

4.2 Loss Function
The network parameters θ are optimized by minimizing the composite loss function L (θ). For the MR
formulation the network predicts the surface displacement fields ū(x̄, ȳ, t̄), v̄(x̄, ȳ, t̄) and w̄(x̄, ȳ, t̄), corre-
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sponding to the transverse and in-plane displacements at the top surface z = h/2, in the normalized
domain (x̄, ȳ, t̄) ∈ [−1,1]3. The total loss is defined as:

L (θ) = λdataLdata +λPDELPDE +λBCLBC +λICLIC, (16)

where the λ parameters denote corresponding constant residual scaling terms. Each loss term of
Equation (16) is described in the following. The data loss Ldata enforces agreement between the
predicted displacement fields and the reference measurements obtained from FE simulations at Nd
spatio-temporal observation points {(x̄i

d , ȳ
i
d , t̄

i
d)}

Nd
i=1:

Ldata =
1

Nd

Nd

∑
i=1

(∣∣∣∣ūi− uref,i

Us

∣∣∣∣2 + ∣∣∣∣v̄i− vref,i

Vs

∣∣∣∣2 + ∣∣∣∣w̄i− wref,i

Ws

∣∣∣∣2
)
, (17)

where Us, Vs and Ws are the characteristic displacement scales used to non-dimensionalize and nor-
malize the reference data consistently with the network outputs. The characteristic values are deter-
mined from the maximum amplitudes of the reference data. The PDE residual loss LPDE penalizes
violations of the governing plate equations at N f collocation points {(x̄ j

f , ȳ
j
f , t̄

j
f )}

N f
j=1 sampled throughout

the spatio-temporal domain. For the MR plate theory, three coupled residuals are enforced:

LPDE =
1

N f

N f

∑
j=1

(
s2
⊥R2

w̄ + s2
b R2

θ̄x
+ s2

b R2
θ̄y

)
j
, (18)

where the individual residuals in the normalized domain are:

Rw̄ =Cs

(
c2

x Ws
∂ 2w̄
∂ x̄2 + c2

y Ws
∂ 2w̄
∂ ȳ2 + cx Θs

∂ θ̄x

∂ x̄
+ cy Θs

∂ θ̄y

∂ ȳ

)
−mc2

t Ws
∂ 2w̄
∂ t̄2 , (19)

Rθ̄x
= DΘs

(
c2

x
∂ 2θ̄x

∂ x̄2 +
1−ν

2
c2

y
∂ 2θ̄x

∂ ȳ2 +
1+ν

2
cxcy

∂ 2θ̄y

∂ x̄∂ ȳ

)
−Cs

(
Θs θ̄x + cx Ws

∂ w̄
∂ x̄

)
− Irot c2

t Θs
∂ 2θ̄x

∂ t̄2 , (20)

Rθ̄y
= DΘs

(
c2

y
∂ 2θ̄y

∂ ȳ2 +
1−ν

2
c2

x
∂ 2θ̄y

∂ x̄2 +
1+ν

2
cxcy

∂ 2θ̄x

∂ x̄∂ ȳ

)
−Cs

(
Θs θ̄y + cyWs

∂ w̄
∂ ȳ

)
− Irot c2

t Θs
∂ 2θ̄y

∂ t̄2 . (21)

With m = ρh as the mass per unit area. The mid-plane rotation fields θ̄x and θ̄y are derived from
the predicted surface displacements via the kinematic relation θ̄x = Θs ū, θ̄y = Θs v̄, with Θs = 2Us/h.
This allows the network to output surface displacements directly, since the rotation terms denoted by
θ̄x and θ̄y are derived internally. To ensure that each residual component is of O(1) at initialization,
yielding balanced gradient signals across all loss terms, each PDE equation is normalized by the
magnitude of its dominant physical term. For the governing equations in (19)–(21) the loss residual
is divided by the magnitude estimated from the maximum value of the characteristic scales:

M⊥ = max
(
Cs c2

x Ws, Cs cx Θs, mc2
t Ws

)
, Mb = max

(
Dc2

x Θs, Cs Θs, Cs cx Ws, Irot c2
t Θs

)
, (22)

The corresponding penalty weights applied in the loss function are given by the inverse of the calcu-
lated magnitudes: s⊥ = M−1

⊥ , sb = M−1
b .

The plate boundaries are simulated using free-plate boundary conditions, which strictly enforce zero
normal bending moment, zero twisting moment and zero transverse shear along all unconstrained
edges. These physical conditions are implemented as soft constraints at NBC collocation points
distributed along the normalized plate boundaries. Let n ∈ {x,y} denote the coordinate normal to
the current edge and s ∈ {y,x} denote the tangential coordinate. The normalized boundary residuals
evaluated at n̄ =±1 are defined as:

RMnn = DΘs

(
cn

∂ θ̄n

∂ n̄
+ν cs

∂ θ̄s

∂ s̄

)
, (23)

RMns = DΘs
1−ν

2

(
cs

∂ θ̄n

∂ s̄
+ cn

∂ θ̄s

∂ n̄

)
, (24)

RQn =Cs

(
Θs θ̄n + cnWs

∂ w̄
∂ n̄

)
. (25)
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According to LPDE, the boundary constraints are normalized by the analytical estimates of their
maximum expected magnitudes:

MBC,M = Dcx Θs, MBC,Q = max(Cs Θs, Cs cx Ws) . (26)

The corresponding penalty weights applied in the loss function are given by the inverse of the calcu-
lated magnitudes: sBC,M = M−1

BC,M and sBC,Q = M−1
BC,Q. The overall boundary condition loss is com-

puted as the mean squared sum of the scaled residuals:

LBC =
1

NBC

NBC

∑
j=1

(
s2
BC,M R2

Mnn
+ s2

BC,M R2
Mns

+ s2
BC,Q R2

Qn

)
j
. (27)

The initial condition loss LIC imposes the measured displacement and velocity fields at the start of
each time-marching window at NIC spatial points:

LIC =
1

NIC

NIC

∑
i=1

∣∣ūi− ūi
0
∣∣2 + ∣∣v̄i− v̄i

0
∣∣2 + ∣∣w̄i− w̄i

0
∣∣2 + ∣∣∣∣∣ct

∂ ū
∂ t̄

∣∣∣∣i− ˙̄ui
0

∣∣∣∣∣
2

+

∣∣∣∣∣ct
∂ v̄
∂ t̄

∣∣∣∣i− ˙̄vi
0

∣∣∣∣∣
2

+

∣∣∣∣∣ct
∂ w̄
∂ t̄

∣∣∣∣i− ˙̄wi
0

∣∣∣∣∣
2
 ,

(28)
where ū0, v̄0, w̄0 and ˙̄u0, ˙̄v0, ˙̄w0 denote the normalized displacement and velocity fields evaluated from
the initial FE simulation data.
For the KL plate theory, the network predicts a single scalar output, the transverse displacement
w̄(x̄, ȳ, t̄). The residual of the governing biharmonic equation in the normalized domain is defined as:

RPDE = DWs

(
c4

x
∂ 4w̄
∂ x̄4 +2c2

xc2
y

∂ 4w̄
∂ x̄2 ∂ ȳ2 + c4

y
∂ 4w̄
∂ ȳ4

)
+mc2

t Ws
∂ 2w̄
∂ t̄2 . (29)

To balance gradient signals and maintain O(1) initialization, the residual is normalized by the maxi-
mum expected magnitude of its constituent terms: MPDE = max

(
Dc4

x Ws, mc2
t Ws

)
. The final PDE loss

is the mean squared sum of the scaled residuals evaluated over N f collocation points:

LPDE =
1

N f

N f

∑
j=1

(
sPDE RPDE

)2
j , (30)

with sPDE = M−1
PDE. For free edges, two macroscopic conditions must be satisfied: zero normal bend-

ing moment (Mnn = 0) and zero Kirchhoff effective shear force (Vn = 0). Utilizing the boundary-aligned
coordinate system (n,s) where n is normal and s is tangential to the edge, the unscaled physical
residuals evaluated at n̄ =±1 are defined as:

RMnn = DWs

(
c2

n
∂ 2w̄
∂ n̄2 +ν c2

s
∂ 2w̄
∂ s̄2

)
, (31)

RVn = DWs

(
c3

n
∂ 3w̄
∂ n̄3 +(2−ν)cnc2

s
∂ 3w̄

∂ n̄∂ s̄2

)
. (32)

The boundary penalty weights are unified with the PDE scaling factor (sM = sV = sPDE). The boundary
loss is applied as an unweighted global constraint over the NBC edge points:

LBC =
1

NBC

NBC

∑
j=1

(
s2
PDE R2

Mnn
+ s2

PDE R2
Vn

)
j . (33)

Because the KL formulation yields a single partial differential equation of second order in time, it
requires only the transverse displacement and its velocity as initial data:

LIC =
1

NIC

NIC

∑
j=1

[(
w̄− w0

Ws

)2

+

(
ct

∂ w̄
∂ t̄
− ẇ0

Ws

)2
]

j

, (34)

where w0 and ẇ0 are the measured reference displacement and velocity fields.
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4.3 Optimization Strategy
For the training of the proposed PI-SIREN architecture, a hybrid three-phase optimization strategy is
employed, which is illustrated in Algorithm 1. In the first phase, the Adam optimizer [35] is applied
to minimize the composite loss function over randomly resampled collocation points at each gradient
step. The first-order adaptive moment estimation of Adam is well-suited to the early stages of training.
It prevents the loss function from stagnating in suboptimal local minima and is useful where large gra-
dient magnitudes and the non-convex loss landscape make reliable curvature estimation infeasible
for advanced quasi-Newton optimizer [36]. Random resampling of collocation points at each iteration
reduces the risk of overfitting to a fixed grid and provides a broader coverage of the spatio-temporal
domain. In the second phase, residual-based adaptive refinement (RAR) [37] is used to evaluate
the residual error of the interior domain across a dense set of auxiliary collocation points. These
sampled collocation points, which comprises the initial random samples and the hard points identi-
fied via RAR, is then used in the subsequent quasi-Newton optimisation phase, which is driven by
the limited-memory Broyden–Fletcher–Goldfarb–Shanno (L-BFGS) optimiser [38]. As demonstrated
in the research of Xu et al. [39], the stiff high-order PDE gradients that arise in plate problems ne-
cessitate double-precision arithmetic (FP64) during the L-BFGS phase, since single-precision (FP32)
arithmetic lacks sufficient resolution, causing convergence to sub-optimal minima [36]. Therefore all
model parameters and arithmetic operations in the third phase are executed in FP64.
Standard PINNs attempt to optimise the entire spatio-temporal domain simultaneously, which can
lead to violations of temporal causality when approximating future states before resolving initial con-
ditions and early-time dynamics. Causal weighting introduced by Wang et al. [26] addresses this
limitation by dynamically penalising the loss function at later times until the early-time dynamics are
accurately captured. To enforce the physical direction of time during training, the causal weighting
formulation introduces a dynamic penalty to the PDE residual at each discrete time step and is imple-
mented during Phase 1 of Adam optimization. Specifically, the weight wi assigned to the loss at time
ti decays exponentially based on the cumulative residual error of all preceding time steps, formulated
as:

wi = exp

(
−ε

i−1

∑
k=1

[
λPDE L

(k)
PDE +λBC L

(k)
BC

])
, i = 2, . . . ,NT , (35)

where ε > 0 is a hyperparameter defining the slope of the temporal weights. This mechanism en-
sures that the neural network resolves early-time dynamics before attempting to optimize later states,
thereby preventing non-causal information propagation across the temporal domain. A multi-stage
annealing schedule ε1 < ε2 < · · · < εJ is employed, advancing to the next stage only when the mini-
mum weight mini wi exceeds a prescribed tolerance δ , ensuring that each causal stage is adequately
converged before tightening the causality constraint. The total loss minimized at each gradient step
of Phase 1 is then defined as:

L (θ) =
NT

∑
i=1

wi

(
λPDE L

(i)
PDE +λBC L

(i)
BC

)
+λIC LIC +λdata Ldata, (36)

where the IC and data terms are not causally gated since they provide global anchoring information.
For a comprehensive breakdown of the implementation and gradient updates, it is referred to the
work by Wang et al. [26].
The full time domain [0,T ] is partitioned into NW non-overlapping windows [tw−1, tw], each solved
sequentially with a separate network parameter set θ(w). At the transition between windows, the
network of the preceding window is evaluated pointwise to supply both the displacement field u0 =
Nθ(w−1) |t=tw−1 and the velocity field u̇0 = ∂tNθ(w−1) |t=tw−1 as initial conditions for the subsequent window.
This formulation prevents the accumulation of temporal error that arises when a single network at-
tempts to represent the solution over the full time and is particularly effective for the propagating wave
patterns that arise in ultrasonic plate problems.
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Algorithm 1 Hybrid Causal Time-Marching with Adaptive Collocation Refinement

Consider a physics-informed neural network Nθ(x, t) with free-edge boundary conditions enforced
as soft constraints and the causally-weighted loss function

L (θ) =
NT

∑
i=1

wi

(
λPDE L

(i)
PDE +λBC L

(i)
BC

)
+λIC LIC +λdata Ldata.

The time domain [0,T ] is partitioned into NW windows. Within each window the time axis is divided
into NT ordered slices. All weights wi are initialized to 1.
for window w = 1, . . . ,NW do

Set initial condition. For w = 1: load measured u0, u̇0. For w > 1: evaluate u0 = Nθ(w−1) |t=tw−1 ,
u̇0 = ∂tNθ(w−1) |t=tw−1 .
Phase 1: Adam with causal epsilon annealing (FP32)
for ε = ε1, . . . ,εJ do

for n = 1, . . . ,Smax do
(a) Compute and update causal weights:

wi = exp

(
−ε

i−1

∑
k=1

[
λPDE L

(k)
PDE +λBC L

(k)
BC

])
, i = 2, . . . ,NT , w = exp(−ε ML).

(b) Update parameters via Adam: θn+1 = θn−η ∇θL (θn).
if n≥ Smin and mini wi > δ then

break
end if

end for
end for
Phase 2: Hybrid Residual-Adaptive Refinement (RAR)
Evaluate residual magnitudes ri = ∥R(xi, ti;θ)∥2 on a set of dense candidate points Ncand. Select
refined collocation set for L-BFGS:

T
(w)

L-BFGS = topKhard
(ri)︸ ︷︷ ︸

hard points

∪ randKrand(T
(w))︸ ︷︷ ︸

random points

.

Phase 3: L-BFGS fine-tuning (FP64)
for m = 1, . . . ,Mmax until ∥∇θL ∥< τ do
θm+1← L-BFGS(θm, L , T

(w)
L-BFGS)

end for
Store θ(w)← θ.

end for
Hyper-parameters: δ = 0.99, {ε j}J

j=1 = [10−3,10−2,10−1,100], Khard = Krand = K/2.

To capture sharp gradients and localized wave phenomena without over-saturating the entire domain
with collocation points, a hybrid RAR strategy is employed prior the L-BFGS fine-tuning phase. Let
T (w) denote the collocation set used during the Adam phase for window w. At the transition to
Phase 3, a dense candidate set Scand of Ncand points is sampled uniformly across the spatial-temporal
domain of the current window. The squared PDE residual magnitude:

r(x, t; θ) = ∥R(x, t; θ)∥2 (37)

is evaluated at every point in Scand. A refined collocation set is then constructed as the union of two
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complementary subsets:

T
(w)

L-BFGS = arg top
Khard

{
r(xi, ti; θ)

}
(xi,ti)∈Scand︸ ︷︷ ︸

high-residual points

∪ randKrand

(
T (w)

)
︸ ︷︷ ︸

random points

, (38)

where Khard+Krand =K is the total L-BFGS collocation budget. The hard points concentrate resolution
in regions where the physical constraints are most poorly satisfied, while the random component
preserves global domain coverage and prevents over-concentration in a single spatial region. The
set T

(w)
L-BFGS is used exclusively during Phase 3 and held fixed throughout the L-BFGS iterations, as

the quasi-Newton method requires a stable objective function. The quasi-Newton iterations continue
until the gradient norm falls below τ or the iteration budget Mmax is exhausted. The original Adam
collocation set T (w) is not modified.

5. Results
This section presents the results of the proposed PI-SIREN framework for forward lamb wave sim-
ulation in the aluminum plate described in Section 2. The evaluation is structured around three
axes of comparison. First, the capability of the trained models for forward wavefield reconstruction
is analysed. Second, the trained models are tested as baseline models for damage identification
and third, an elaboration of computational costs across the different trained models is presented.
Six model variants are trained and evaluated to systematically assess the influence of plate theory,
data supervision and training strategy on wavefield reconstruction accuracy. Table 1 summarises the
configuration of each variant.

Table 1 – Overview of trained models - The asterisk (∗) denotes ablation variants trained without
causal time-marching in one window (NW = 1, ε = 0).

Model Plate theory Data supervision Physics losses NW

MR-full Mindlin-Reissner u, v, w LPDE , LBC , LIC 12
MR-w Mindlin-Reissner w LPDE , LBC , LIC 12
KL Kirchhoff-Love w LPDE , LBC , LIC 12
MR-full∗ Mindlin-Reissner u, v, w LPDE , LBC , LIC 1
KL∗ Kirchhoff-Love w LPDE , LBC , LIC 1
Data-only - u, v, w - 1

The MR models are trained on full data supervision (MR-full) as well as on transverse displacement
w only (MR-w). This ensures a consistent basis for direct comparison with the KL formulation. To
isolate the contribution of the proposed causal time-marching strategy, an ablation study is conducted
in which the network is trained over the full time domain in a single window (NW = 1). The Data-only
baseline employs the same network architecture and training pipeline, but excludes all physics losses.
This serves as a reference for quantifying the contribution of the physics constraints. The proposed
PI-SIREN framework is implemented using JAX high performance array computing library [40]. All
training pipelines and numerical simulations are executed on a single NVIDIA A100-SXM4 GPU with
80GB RAM at the Leibniz Supercomputing Centre (LRZ).

5.1 Wavefield reconstruction
This section outlines the results for forward wavefield reconstruction across the investigated PI-SIREN
models from Table 1. All models are assessed against FE reference solutions on a held-out test set
comprising Ntest = 5× 104 spatio-temporal points per time frame. The primary accuracy metric used
is the relative L2 error:

eL2 =
∥upred−uref∥2

∥uref∥2
(39)
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According to section 2. for model training, only the structural response after excitation is consid-
ered. The observation window is therefore restricted to t ∈ [t0, Tsim] = [1.1×10−4, 3.0×10−4] s, corre-
sponding to the temporal domain of interest [19]. The training dataset employs a stratified sampling
strategy with Nd = 500 fixed spatial positions distributed uniformly across all time frames. From each
FEM frame, these nodes are selected by dividing the plate into ⌈

√
Nd ⌉×⌈

√
Nd ⌉ rectangular cells and

drawing one node randomly from each occupied cell. The same fixed set of spatial indices is reused
across all time frames, while training and test sets are drawn from different node pools to prevent
data leakage.
All model variants share a fixed hyperparameter configuration, as detailed in Table 2. The scaling
factors of the composite loss function from eq. 16 are initially chosen to ensure roughly equal loss
magnitudes at the start of training. Due to the high-order spatial derivatives in the KL formulation,
λPDE is drastically downscaled to 10−3 for time marching training. Conversely, λdata and λIC are heavily
weighted (104) to enforce convergence of the data and initial constraints [26]. The training protocol

Table 2 – Utilized training hyperparameters for each model variant

Parameter Description Symbol MR-full MR-w KL MR-full∗ KL∗ Data-only

Physics Loss Weighting λPDE 1 1 1×10−3 1 1 1
Data Loss Weighting λdata 5000 5000 10000 5000 5000 5000
Boundary Loss Weighting λBC 10 10 1000 10 10 10
Initial Loss Weighting λIC 5000 5000 10000 5000 5000 5000

Number of Causal Windows Nw 12 12 12 1 1 1
Time Slices per Window NT 40 40 25 50 50 -
Adam Learning Rate η 2×10−5

Adam Collocation Points N f 500 500 100 500 400 -
Boundary Collocation Points NBC 400 200 50 400 200 -
Max. Adam Epochs Smax 20000 20000 40000 80000 30000 20000
RAR Candidate Points Ncand 10000 10000 - 10000 2000 -
L-BFGS Optimization - ✓ ✓ — ✓ ✓ ✓
L-BFGS Collocation Points N f 200 200 100 200 200 -
Max. L-BFGS Iterations Mmax 10000 10000 — 20000 50000 10000

leverages the hybrid causal time-marching algorithm (Algorithm 1), which distributes the time axis into
NT temporal slices. During the Adam optimization phase, collocation points are randomly resampled
each epoch and the causal weighting scheme employs ε ∈ [0.001,0.01,0.1,1.0] with a convergence
tolerance of δ = 0.99. If this threshold is not met, training proceeds until a predefined maximum
epoch limit. Prior to the L-BFGS phase, Residual-based Adaptive Refinement (RAR) evaluates the
PDE residual on a dense grid of Ncand points per time slice. The algorithm ranks these points by
error magnitude and selects the Khard highest-residual points alongside an equal number of randomly
sampled points (Krand) to form the L-BFGS collocation set. This ensures a balanced distribution of
fixed (hard) and random spatial collocation points within the domain. Boundary conditions are strictly
enforced at NBC points per temporal step. For the most complex configuration (MR-full), this results
in a total of 500× 40 = 20,000 (N f ×NT ) interior collocation points distributed across the temporal
window.
The convergence behavior of the proposed models (MR-full, MR-w and KL) is analyzed in Figure 2.
The left panel displays the total training loss L , while the right panel shows the relative L2 error over
the training iterations for the initial (W1) and final causal window (W12), respectively. The results
indicate that while the Adam optimizer with causal epsilon annealing effectively reduces the initial
error, the transition to the L-BFGS optimizer has a heavy impact on the total training loss. As seen in
the sharp decline following the vertical dashed lines, the L-BFGS phase drives the residuals towards
their minimum. This semi second-order optimization is crucial for fine-tuning the model on the dense
collocation sets generated by the RAR step. The selection of L-BFGS is motivated by the need to fit
the large number of model parameters required to capture high-frequency wave content within GPU
memory limits. The L-BFGS phase is omitted for the KL model because the fourth-order derivatives
of the biharmonic operator restrict the collocation set to a sparse grid within the GPU memory limits.
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Figure 2 – Loss convergence and relative L2-Error for the PI-SIREN models trained with Algorithm 1,
displayed for the initial window (W1) and the final window (W12)

It is oberserved, that the KL model trained with L-BFGS and hybrid causal time-marching algorithm,
rather tends to diverge on the sparse collocation grid than improve upon the solution obtained by
Adam. Although higher-order optimizers can improve convergence, specific methods such as the
advanced quasi-Newton optimizers Self-Scaled BFGS or Self-Scaled Broyden proposed in [36] are
not utilized in this framework due to their prohibitive computational expense. Additionally, it should
be noted that baseline MLPs with tanh activations failed to converge on the underlying problem with
high-frequency data.
Figure 3 presents the relative L2 error for the displacement components u, v and w across all in-
vestigated models. The MR-full configuration achieves the lowest error for all components. Notably,
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Figure 3 – Relative L2 error for displacement components u,v,w across all model variants

the MR-w model, trained exclusively on transverse displacement data (w), yields comparable recon-
struction accuracy for the in-plane displacements (u,v) as the fully supervised MR-full model. This
indicates that the physics-informed constraints effectively guide the prediction of unobserved kine-
matic variables. The KL model reports errors only for w, consistent with its formulation. Both the
ablation variants (∗) and the Data-only baseline exhibit substantially higher errors, confirming the
necessity of the causal time-marching strategy and physics-informed constraints.
Figure 4 presents a spatial comparison of the transverse displacement field w reconstructed by the
MR-full model against the Data-only baseline, evaluated at t = 1.5× 10−4 s. The top row displays
the FEM reference solution, the MR-full prediction and the Data-only prediction, respectively. The
bottom row shows the normalized absolute residual maps |∆w|/wmax for each model. The MR-full
configuration captures the high-frequency wave interference patterns with high spatial fidelity, yielding
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a relative L2 error of eL2 = 0.207. In contrast, the Data-only baseline exhibits pronounced localized
deviations and a significantly higher error (eL2 = 0.699).
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Figure 4 – Spatial reconstruction of the transverse displacement field w and corresponding residual
maps for MR-full and Data-only baseline, compared against the FEM reference solution

Figure 5 illustrates the transverse displacement w over time at a specific spatial location (60.0, 140.0)
mm, comparing the trained models against the FE ground truth. The physics-informed models, specif-
ically MR-full and MR-w, demonstrate superior fidelity, closely tracking the FE wave propagation and
accurately resolving the high-frequency oscillations throughout the entire temporal domain. Notably,
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Figure 5 – Transverse displacement w over time at sensor position (60.0, 140.0) mm, comparing
trained PI-SIREN models against FEM ground truth

despite being supervised on only temporal frames spanning the observation window, the trained mod-
els reconstruct the transient wavefield at arbitrary temporal resolution with high fidelity against the
reference FE solution. Introducing the physics constraints yields efficient interpolation between the
sparse data snapshots. While the ablation variants and the KL model capture the general wave be-
havior, they exhibit noticeable deviations in amplitude and phase compared to the full causal models.
Conversely, the Data-only baseline fails to reconstruct the wavefield, exhibiting severe discrepancies
in both amplitude and frequency response as the simulation progresses.
Table 3 quantifies the model performance averaged over Ns = 80 sensor positions distributed across
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the spatial domain. The evaluation includes the relative L2 error, Pearson correlation coefficient (ρ)
and normalized root mean square error (NRMSE). As expected, the MR-full model achieves the
lowest error bounds and highest correlation, indicating superior fidelity. The ablation variants and
Data-only model demonstrate progressively higher errors, confirming the importance of the physics-
informed constraints and the causal training strategy.

Table 3 – Sensor-level error metrics averaged over Ns sensor positions.

Model eL2 ρ (Pearson) NRMSE

MR-full 0.108±0.059 0.994±0.006 0.025±0.013
MR-w 0.111±0.063 0.993±0.007 0.026±0.015
KL 0.185±0.050 0.984±0.009 0.043±0.011
MR-full∗ 0.194±0.106 0.977±0.025 0.045±0.024
KL∗ 0.365±0.202 0.910±0.096 0.085±0.045
Data-only 0.531±0.268 0.808±0.176 0.124±0.060

5.2 Damage Identification using the PI-SIREN Baseline Model
In this section, the trained PI-SIREN model is deployed as a baseline model for structural dam-
age identification and localization. This capability is demonstrated by evaluating the predictions
of the model against FE simulation data derived from a damaged plate. To simulate structural
damage within the FE environment, a localized anomaly is introduced into the FE mesh. This is
achieved by deleting nodes to create a physical discontinuity and defining contact interactions be-
tween the separated surfaces to capture nonlinear wave scattering and local friction effects. By
subtracting the PINN predicted baseline wavefield wPINN(x,y, tk) from the measured FE-simulated
wavefield wmeas(x,y, tk), at each spatial snapshot tk, the scattered wavefield is isolated according to
wscat(x,y, tk) = wmeas(x,y, tk)−wPINN(x,y, tk). This scattered field isolates the damage-induced wave
components. To amplify the weak signatures of the scattered wavefield, the two-dimensional dis-
crete Teager Energy Operator (TEO) is applied to the scattered field at each time frame, following the
methodology outlined in [19]:

Ψ[i, j] = 2wscat[i, j]2−wscat[i−1, j]wscat[i+1, j]−wscat[i, j−1]wscat[i, j+1] (40)

The TEO enhances regions of oscillatory scattering while simultaneously suppressing spatially dis-
tributed reconstruction errors inherent to the PINN model. The absolute TEO output is accumu-
lated over all available time frames to formulate a cumulative damage index (DI) map DI(x,y) =
∑k|Ψ(x,y, tk)|. Within this map, the damage location is represented as a peak. In Figure 6 the result-
ing damage index map for the MR-w model is shown. For demonstration purposes the accumulated
Damage index for two spatially introduced damage positions is illustrated. Figure 6 presents the
accumulated damage index DI(x,y) of the MR-w model obtained for a partial-thickness crack intro-
duced in the FE simulation at coordinates (30, 30) mm and (50, 150) mm, respectively. The defect
is modelled as an out-of-plane contact crack with a length of 8.0 mm, oriented at +/− 45◦ with re-
spect to the x-axis and extending from a depth of 1.0 mm to 3.0 mm below the upper plate surface.
It is shown that the true damage locations identified in the test data are accurately captured by the
baseline MR-w model. For this model, an overall absolute error of 0.3 mm between the TEO-based
DI(x,y) and the centre of the true damage location is achieved, demonstrating the capability of the
model serving as a baseline comparison model. In contrast, the purely data-driven model (Data-
only) failed in damage location prediction with an absolute error of 57.8 mm. The error in prediction
of the true damage location is strongly correlated with the wavefield reconstruction capabilities of the
corresponding model.

5.3 Computational Costs and Efficiency Analysis
The final evaluation of the proposed methodology focuses on the computational efficiency and the
resource overhead for model training. To ensure an equal assessment of training costs, all models

15



Physics-Informed Neural Networks for ultrasonic lamb wave reconstruction in Non-destructive Testing

0 25 50 75 100 125 150 175 200
x [mm]

0

25

50

75

100

125

150

175

200
y 

[m
m

]

Predicted damage
Actuator
Baseline: MR-w
Damage: (30, 30) mm

0.0

0.2

0.4

0.6

0.8

1.0

No
rm

al
ize

d 
Da

m
ag

e 
In

de
x

(a) True damage at (30, 30) mm

0 25 50 75 100 125 150 175 200
x [mm]

0

25

50

75

100

125

150

175

200

y 
[m

m
]

Predicted damage
Actuator
Baseline: MR-w
Damage: (50, 150) mm

0.0

0.2

0.4

0.6

0.8

1.0

No
rm

al
ize

d 
Da

m
ag

e 
In

de
x

(b) True damage at (50, 150) mm

Figure 6 – Predicted TEO based normalized cumulative Damage Index on the spatial domain for
baseline MR-w model

are trained until the relative L2 error against the FEM test data no longer decreases. The training
protocol strictly follows the convergence criteria outlined in Section 4.3 For the causal time-marching
strategy, the optimization of each temporal window and epsilon value proceeds until the causal weight
threshold δ = 0.99 is satisfied or the predefined maximum number of Adam epochs is reached. Figure
7 provides a dual-perspective analysis of these computational expenses. The left plot in Figure 7
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Figure 7 – Computational performance analysis, breakdown of total training time into optimization
phases (Adam, RAR, L-BFGS) for each model configuration (left) and relative L2 error as a function

of training time (right)

decomposes the total training time into the contributions of the three optimization phases: the initial
Adam optimization with causal epsilon annealing, the subsequent RAR and the final L-BFGS fine-
tuning phase. The right plot shows the Relative L2 error against the total training duration, illustrating
the efficiency of each model variant under the defined stopping criteria. As expected, the data-driven
baseline Data-only exhibits the lowest computational costs, requiring only 0.21 hours. However, this
efficiency comes at the cost of physical adherence. Lacking the constraints necessary to enforce
continuity, the model overfits to the discrete data samples and fails to generalize effectively across
regions without supervision. This results in the highest relative L2 error. Introducing physics-informed
constraints significantly increases the computational costs. The ablation studies (∗) isolate the cost of
the causal time-marching strategy (NW = 12). The comparison between MR-full∗ (2.12 hours) and MR-
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full (5.03 hours) reveals that the multi-window causal propagation roughly doubles the computational
cost. Similarly, the KL∗ model completes in 3.14 hours, whereas the full causal KL model requires
4.94 hours. Enforcing temporal consistency across the time domain via the windowed approach
introduces a substantial, yet consistent, computational overhead. Despite the increased costs, the
accuracy gains justify the computational expense. The MR-full model achieves a relative L2 error of
2.23×10−1, representing a 32% reduction compared to the ablation variant MR-full∗ (3.28×10−1). The
cost of this performance improvement is an additional 3 hours of training time. The KL model follows
a similar trend, achieving an error of roughly 2.64×10−1 at the cost of 4.94 hours, decreasing the L2

error in comparison to the ablation variant KL∗ by approx. 50%. The proposed hybrid causal Time-
Marching algorithm necessitates a higher computational budget compared to standard optimization
strategies. The training process is computationally intensive due to the sequential nature of the
causal windows. However, the trade-off is favorable: the method ensures solutions with increased
accuracy and physical consistent error profiles that cannot be achieved by data-driven baselines or
simplified ablation variants.

6. Conclusion
The proposed hybrid causal time-marching algorithm demonstrates superior performance in wave-
field reconstruction within the high-frequency domain. By enforcing temporal consistency and causal-
ity, the method effectively guides the training process, although this comes at the cost of increased
computational expense compared to standard optimization strategies. The results indicate that the
PI-SIREN model MR-full, utilizing full data supervision (u,v,w), achieves the lowest relative L2 error.
Notably, the MR-w configuration, trained solely on transverse displacement data (w), yields compa-
rable reconstruction results, suggesting that physics-informed constraints successfully infer unob-
served kinematic variables such as in-plane displacements and rotations. When applied to damaged
FE-simulation data, the models exhibit high fidelity in reconstructing damaged states. The integration
of the TEO from [19] proves effective for damage identification, isolating damage zones and yielding
low prediction errors of true damage locations. This confirms that the method is not only capable
of forward wave propagation but also serves as a robust tool in the field of non-destructive testing.
A primary limitation of this study is the exclusive use of clean, noise-free FEM data for training.
Real-world applications often involve sensor noise, which is not accounted for in the present study.
Furthermore, while the current investigation focuses on a single configuration, the primary benefit
of PINNs emerges when models are parameterized to capture variations in material properties or
plate geometries. While the offline training for such parameterized models entails high computational
costs, the result is a highly efficient surrogate framework capable of real-time predictions. This offers
a significant advantage over traditional forward FE simulations.
Future research will focus on validating the PI-SIREN framework on experimental datasets to test
its robustness against noise. Furthermore, the investigation of the model in the spectral domain via
Fourier transformation has been identified as a promising approach. This method has the potential
to reduce computational costs by decreasing dimensionality and eliminating the necessity for causal
time-marching. This would facilitate inverse damage prediction, despite the fact that transient wave
behaviours would not be resolved.
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