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Abstract

Robust aerodynamic and sonic boom design under uncertainty is an important requirement for future super-

sonic civil aircraft, because flight-condition and atmospheric variations can significantly affect both aerody-

namic performance and perceived boom loudness. This paper develops a sparse polynomial chaos expansion

(PCE)-based framework for uncertainty quantification and robust optimization with limited high-fidelity samples.

The method combines non-intrusive PCE modeling with sparse coefficient identification to improve surrogate

efficiency in a small-sample setting. The framework is applied to the robust design of the JAXA wing-body

configuration under uncertainties in Mach number, angle of attack, Reynolds number, altitude, and humidity.

The results show that the proposed approach preserves the statistical level of aerodynamic performance while

reducing both the mean and the standard deviation of the sonic boom loudness metric PLdB. These results

indicate that sparse PCE provides an effective and computationally affordable basis for aerodynamic/sonic

boom robust design under multi-source uncertainty.
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1. Introduction

Supersonic civil transport remains attractive because it can shorten intercontinental travel time sub-

stantially. Yet the reintroduction of civil supersonic flight is still constrained by a fundamental multidis-

ciplinary design conflict: the aircraft must simultaneously maintain favorable aerodynamic efficiency,

satisfy trim and performance requirements, and suppress the ground-level sonic boom that limits

routine overland operation. In practice, these objectives cannot be separated cleanly. Geometric

changes introduced to weaken the near-field pressure signature generally affect lift, drag, and pitch-

ing moment, whereas operating and atmospheric variations influence both the aerodynamic state and

the boom propagation process. Consequently, the design of a viable low-boom configuration is not

only a deterministic shape-optimization problem, but also an optimization-under-uncertainty problem

in which the statistical stability of the design is as important as its nominal performance [1, 2, 3, 4].

This issue has become more important as low-boom design methodologies have matured from nom-

inal concept shaping toward certification-oriented performance assessment. Even when a configura-

tion produces an acceptable boom signature at its nominal cruise point, the perceived loudness at the

ground can change noticeably under perturbations in Mach number, angle of attack, Reynolds num-

ber, altitude, humidity, temperature, density, or wind-related atmospheric conditions [5, 6, 7, 8, 9]. The

same perturbations also modify the aerodynamic coefficients that determine cruise efficiency and the

trim state, thereby changing the trade-off between low-boom performance and aerodynamic quality.

A design obtained from deterministic optimization may therefore be highly sensitive to realistic off-

design conditions and may lose part of its nominal benefit when uncertainty is taken into account. For

this reason, robust design optimization has become an increasingly important theme in aerospace

design, where one seeks configurations with not only improved mean performance but also reduced

variability and improved reliability under uncertain operating environments [3, 4, 10, 11].
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The broader aerodynamic-design literature has shown that robust optimization under uncertainty is

conceptually straightforward but computationally demanding. A typical formulation requires repeated

evaluations of statistical objectives and constraints, often involving nested loops in which an outer

optimizer proposes design changes while an inner uncertainty-propagation step estimates the mo-

ments or reliability metrics of each candidate design. For expensive CFD-based design problems,

this double-loop structure can be prohibitive unless the uncertainty quantification step is made sub-

stantially more efficient [3, 4, 12, 10, 11]. This challenge is particularly severe in supersonic low-boom

design, because each sample may involve geometry deformation, flow-field analysis, extraction of the

near-field pressure signature, and subsequent boom loudness evaluation. As the number of uncer-

tain variables grows, direct Monte Carlo sampling becomes unattractive, and the cost of repeated

robust optimization can quickly exceed practical design budgets.

Accordingly, uncertainty quantification for sonic boom prediction and low-boom design has received

increasing attention in recent years [13, 5, 6, 7, 8, 14, 9]. Walker et al. [6] investigated the propa-

gation of pressure-signature uncertainty to ground loudness, and Jeong et al. [7] demonstrated that

polynomial chaos can provide an efficient non-intrusive framework for sonic boom analysis under

atmospheric uncertainty. West et al. [5] further highlighted the role of uncertainty quantification in

the assessment and eventual certification of low-boom configurations. On the design side, Colonno

and Alonso [1] revisited sonic boom minimization from a robustness perspective and argued that

useful low-boom designs must combine favorable nominal performance with reduced sensitivity to

perturbations. Makino and Kroo [2] proposed robust sonic boom objective functions, Rallabhandi

et al. [9] developed an atmospheric-adjoint-based robust design strategy, and Schaefer et al. [14]

recently showed the promise of polynomial-chaos-based robust design for spatially accurate sonic

boom prediction. Multifidelity strategies have also been explored to reduce cost in uncertainty-aware

sonic boom analysis [8, 12]. Taken together, these studies clearly establish that uncertainty-aware

low-boom design is necessary and technically feasible.

However, several gaps remain between these advances and the needs of a practical robust-design

framework for simultaneous aerodynamic and sonic boom optimization. First, many existing studies

focus primarily on uncertainty propagation for a fixed configuration, which is valuable for analysis but

does not by itself resolve the repeated many-query burden inside a robust optimizer. Second, some

robust-design approaches emphasize atmospheric effects or sonic boom metrics alone, whereas a

realistic design process must account for the joint response of aerodynamic performance and boom

loudness under the same uncertain operating conditions. Third, even when surrogate models are in-

troduced, their efficiency can deteriorate rapidly in mixed design-uncertainty spaces, especially when

the number of available high-fidelity samples is limited relative to the growth of the approximation ba-

sis [12, 15, 16, 17]. In this setting, full polynomial-chaos regression may become unstable, while more

general surrogate approaches such as Kriging still require additional sampling to estimate moments.

What is needed is a surrogate that remains tractable in moderate-to-high stochastic dimension, can

be trained from limited samples, and allows the statistical quantities required by robust optimization

to be evaluated directly and efficiently.

Polynomial chaos expansion (PCE) is a natural candidate because it provides a spectral representa-

tion of the response with respect to uncertain inputs and enables direct extraction of moments from

the expansion coefficients [18, 19]. Non-intrusive variants have been applied successfully in aerody-

namic and sonic boom uncertainty analysis [13, 7], and data-driven generalizations such as arbitrary

polynomial chaos further broaden the applicability of the approach when input distributions are not

restricted to classical canonical forms [20]. More generally, the uncertainty-quantification literature

now contains a substantial body of work showing that sparse PCE should be viewed as a family of

sample-efficient surrogate constructions whose performance depends on basis truncation, regres-

sion strategy, and experimental design [21, 22, 17]. This broader perspective is useful for positioning

the present work, but the objective here is not to develop a new sparse-regression algorithm. Instead,

the practical question is which non-intrusive surrogate remains sufficiently accurate and efficient in

the small-sample, multi-parameter regime relevant to expensive aerodynamic and sonic boom analy-

sis. For this reason, the present paper deliberately restricts attention to least-angle-regression-based

sparse PCE, together with full regression PCE, Kriging, and direct Monte Carlo as comparison base-
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lines. Within that restricted scope, sparse identification remains attractive because it suppresses

the ill-conditioning associated with oversized polynomial bases while preserving direct access to the

response moments required by robust optimization [23, 21].

Against this background, the present paper develops a sparse PCE-based robust optimization frame-

work for aerodynamic and sonic boom design under multi-source uncertainty. The framework is in-

tended for situations in which high-fidelity samples are expensive, the uncertain space contains sev-

eral operating and atmospheric parameters, and the designer is concerned with both nominal trends

and variability. Five uncertain parameters are considered in the present study, namely Mach number,

angle of attack, Reynolds number, flight altitude, and atmospheric humidity. A sparse polynomial-

chaos surrogate is constructed to represent the responses of aerodynamic quantities and sonic boom

loudness, and the resulting surrogate is embedded in a robust optimization loop for the JAXA wing-

body configuration. Because the final optimization depends directly on statistical moments, the paper

also includes a benchmark comparison against full regression PCE, Kriging, and direct Monte Carlo

estimation in order to justify the selected uncertainty-propagation model before applying it to the

aerodynamic/sonic boom design problem.

The main contributions of the paper are threefold. First, a limited-sample benchmark study is carried

out to assess the relative suitability of full PCE, LARS-PCE, Kriging, and direct Monte Carlo for

mean and standard-deviation estimation in problems of increasing dimensionality. Second, a sparse-

PCE-based robust optimization formulation is built for simultaneous control of aerodynamic statistics

and sonic boom statistics under five uncertain operating parameters. Third, the resulting framework

is demonstrated on the JAXA wing-body configuration, where the optimized design preserves the

statistical level of aerodynamic performance while reducing both the mean and the standard deviation

of the sonic boom loudness metric. In this sense, the work is aimed not merely at improving nominal

low-boom performance, but at producing designs whose acoustic and aerodynamic behavior is more

reliable in realistic flight environments.

The remainder of the paper is organized as follows. Section 2 summarizes the sparse PCE formula-

tion used in this work. Section 3 compares several uncertainty-propagation strategies on benchmark

functions and explains the selection of the surrogate model used later in robust optimization. Sec-

tion 4 describes the robust optimization framework and the numerical setup. Section 5 presents and

discusses the optimization results. Section 6 concludes the paper.

2. Sparse Polynomial Chaos Surrogate Modeling

2.1 Polynomial Chaos Representation of the Response

The role of polynomial chaos expansion (PCE) in the present work is to provide a surrogate model

for repeated uncertainty propagation inside the optimization loop. Rather than treating PCE as a

standalone uncertainty-quantification exercise, it is used here as an intermediate model between

expensive aerodynamic/sonic boom simulations and the statistical objectives required by robust opti-

mization.

Let

X = (x1,x2, . . . ,xM) ∈ R
M (1)

denote the uncertain-input vector and let

Y = M (X) (2)

be a scalar model response of interest, where M (·) is the deterministic analysis operator. In the

present study, the uncertain inputs represent operating and atmospheric variables, while the re-

sponses include aerodynamic coefficients and the sonic boom loudness metric. Assuming that Y ∈ L2,

the response admits a polynomial-chaos expansion in a basis associated with the probability mea-

sure of X [18]:

Y =
∞

∑
j=0

β jΨ j(X). (3)

When the components of X are mutually independent, the joint density can be factorized as

fX(x) =
M

∏
i=1

fxi
(xi), (4)
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and the multivariate basis functions are constructed as tensor products of one-dimensional orthonor-

mal polynomials,

Ψ j(X) =
M

∏
i=1

φ
(i)

α
( j)
i

(xi), E[Ψi(X)Ψ j(X)] = δi j, (5)

where α( j) = (α
( j)
1 , . . . ,α

( j)
M ) is the multi-index associated with the j-th basis term and δi j is the Kro-

necker delta. The corresponding coefficients β j measure the contribution of each basis function to

the stochastic response.

In practical computation, the infinite expansion is truncated to a finite admissible index set A , yielding

Y ≈ Ŷ = ∑
α∈A

βαΨα(X)+ ε(X), (6)

where ε(X) denotes the truncation error. For a total-order truncation of degree n in an M-dimensional

stochastic space, the number of candidate basis terms is

p = |A |=

(
M+n

n

)
. (7)

In the present application, this truncation step is essential because the number of candidate terms

grows rapidly once both design variables and uncertain variables are considered together.

The orthonormality of the basis gives PCE a particularly useful property for robust optimization: the

low-order moments of the surrogate can be recovered directly from the coefficients. Specifically,

µY = E[Ŷ ] = β0, (8)

and

σ2
Y = Var[Ŷ ] = ∑

α∈A \{0}

β 2
α . (9)

This direct moment-evaluation property is one of the main reasons why PCE is attractive for statisti-

cal design optimization: once the surrogate has been identified, repeated estimation of means and

standard deviations no longer requires additional Monte Carlo sampling.

The choice of one-dimensional orthogonal polynomial family is determined by the probability distri-

bution of each input variable. Common correspondences between random variable distributions and

their associated orthogonal polynomials are summarized in Table 1.

Table 1 – Orthogonal polynomial and the corresponding type of random input variable.

Random variable distribution Orthogonal polynomial type Support

Gaussian Hermite (−∞,+∞)
Uniform Legendre [a,b]
Gamma Laguerre [0,+∞)
Poisson Charlier {0,1,2, . . .}

Beta Jacobi [a,b]

2.2 Sparse Identification and Surrogate Construction

For the robust optimization problem considered here, the candidate basis is built in a space that

contains both geometric variables and uncertain operating variables. As a result, the full truncated

basis can become much larger than the number of available high-fidelity samples. Under these

circumstances, a full least-squares regression is inefficient and can easily become ill-conditioned.

A sparse approximation is therefore adopted so that only the most influential polynomial terms are

retained.

Consider an experimental design

D = {x
(i),y(i)}N

i=1, y(i) = M (x(i)), (10)
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and define the information matrix

Ψi j = Ψ j(x
(i)), (11)

with response vector Y = [y(1), . . . ,y(N)]T . If all candidate basis terms are retained, the non-intrusive

coefficient estimation problem may be written as

β̂ LS = argmin
β

∥Y−Ψβ∥2
2. (12)

This formulation is adequate only when the experimental design is sufficiently rich relative to the

candidate basis size. In the mixed design-uncertainty setting of the present work, however, the ratio

between the number of samples and the number of basis terms can become unfavorable, and the full

regression problem may then produce unstable or overfitted surrogates.

The sparse identification problem can be formulated as the search for the smallest active basis that

reproduces the sampled response with acceptable error:

min
β

∥β∥0 s.t. ∥Y−Ψβ∥2 ≤ ε, (13)

where ∥β∥0 denotes the number of non-zero coefficients and ε is a prescribed approximation tol-

erance. Because direct ℓ0-minimization is NP-hard, it is commonly relaxed to an ℓ1-regularized or

LASSO-type problem,

β̂ = argmin
β

(
∥Y−Ψβ∥2

2 +λ∥β∥1

)
, (14)

which provides a practical route to sparse reconstruction and is closely related to compressive-

sensing ideas. In robust design applications, this sparse treatment is particularly useful because

the dominant stochastic trends are often governed by a relatively small subset of basis terms even

when the nominal candidate basis is large.

Among practical sparse-identification algorithms, least angle regression (LAR) and its LASSO-related

variants [23] have been widely adopted for sparse PCE construction. Blatman and Sudret [21]

showed that LAR-based sparse PCE can identify compact and accurate surrogate models with sub-

stantially fewer samples than a full regression-based expansion. The algorithm builds a sequence

of nested active sets by adding the basis term that is most correlated with the current residual and

recomputing the regression on the active set. The final surrogate is then selected from this path by

an error indicator such as a corrected leave-one-out estimate of the generalization error [21]. In this

way, the procedure balances approximation richness against overfitting without requiring an exhaus-

tive search over all possible subsets.

After sparse identification, the response is represented as

Ŷ (X) = β0 + ∑
α∈A ∗

βαΨα(X), (15)

where A ∗ ⊆A is the selected active basis. For the purposes of the present paper, the key point is that

sparse PCE provides a tractable approximation of the response surface in a mixed design-uncertainty

space while preserving direct access to the moments required by robust optimization. Once this

approximation is available, quantities such as means and standard deviations can be evaluated much

more efficiently than by repeated direct high-fidelity simulation. This property is what makes LARS-

PCE attractive for robust aerodynamic and sonic boom optimization.

3. Benchmark Comparison of Uncertainty-Propagation Methods

Before embedding a surrogate model into the robust aerodynamic/sonic boom optimization loop, it

is necessary to determine which uncertainty-propagation strategy provides the best compromise

between accuracy and computational efficiency in a limited-sample setting. Four representative

benchmark problems are therefore considered: the three-dimensional Ishigami function, the six-

dimensional OTL circuit, the eight-dimensional Borehole function, and the ten-dimensional Wing

weight function. These cases cover different levels of nonlinearity and dimensionality while remaining

standard test functions in the uncertainty-quantification literature. Their model forms are summarized
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Table 2 – Benchmark models used in the uncertainty-propagation study.

Case Dim Model form

Ishigami 3 y = sinx1 +7sin2 x2 +0.1x4
3 sinx1

OTL circuit 6 Vb1 = 12Rb2/(Rb1 +Rb2), y =
(Vb1+0.74)β (Rc2+9)

β (Rc2+9)+R f
+

11.35R f

β (Rc2+9)+R f
+

0.74R f β (Rc2+9)
[β (Rc2+9)+R f ]Rc1

Borehole 8 y =
2πTu(Hu −Hl)

ln(r/rw)

[
1+

2LTu

ln(r/rw)r2
wKw

+
Tu

Tl

]

Wing weight 10 y = 0.036S0.758
w W 0.0035

f w A0.6(cosΛ)−1.2q0.006λ 0.04(100tc)
−0.3(NzWdg)

0.49 +SwWp

in Table 2, while the corresponding input distributions and PCE settings are listed in Table 3. For

Ishigami, the true mean and standard deviation are known analytically; for the other three cases, the

reference values are obtained from Sobol-sequence Monte Carlo estimation with 2×105 samples.

Four methods are compared on all benchmark cases: full regression PCE, sparse PCE identified by

least angle regression (denoted here as LARS-PCE), Kriging followed by surrogate-based sampling

for moment evaluation, and direct Monte Carlo estimation from the same training samples. For each

sample size, 50 repeated experiments are performed, and the relative errors of the estimated mean

and standard deviation are recorded. The comparison focuses on statistical quantities because they

are the quantities required directly by the subsequent robust optimization formulation.

Figures 1, 2, 3, and 4 summarize the benchmark results. Several common trends can be observed.

First, the full PCE model is consistently the least reliable choice in the limited-sample regime. Its

candidate basis grows rapidly with dimension, and the resulting regression becomes unstable before

enough samples are available. This behavior is visible in all four cases, where the full PCE error level

remains much higher than the alternatives over a broad range of training sizes. Second, direct Monte

Carlo estimation improves steadily with sample size, but its convergence is relatively slow because it

does not exploit any surrogate structure. Third, Kriging often provides competitive mean estimates,

especially on the smoother engineering-type responses, but the statistical moments must still be

obtained through additional surrogate sampling rather than directly from the model coefficients.

By contrast, LARS-PCE shows the most favorable overall behavior. In the Ishigami case, once the

sample size becomes moderate, the mean and standard deviation errors drop much faster than those

of the competing methods. In the Borehole, Wing weight, and OTL circuit cases, LARS-PCE again

provides the lowest or near-lowest error across most sample sizes and remains especially effective

for standard-deviation estimation. Across all 62 sample-size and metric comparisons in the four

benchmark cases, LARS-PCE yields the smallest median error 45 times, whereas Kriging is best 14

times, direct Monte Carlo 3 times, and full PCE never ranks first. This result indicates that sparse

identification is essential once the polynomial basis becomes significantly larger than the available

design of experiments.

The benchmark study also clarifies the practical reason for selecting LARS-PCE in the later robust

optimization. Full PCE is too sensitive to basis growth, and direct Monte Carlo is too expensive when

repeated statistical evaluation is required inside an optimizer. Kriging can be accurate, but its mo-

ments are not available in closed form and therefore require extra sampling on top of surrogate con-

struction. LARS-PCE combines the main advantages needed in the present work: stable accuracy in

limited-sample conditions, direct evaluation of the response moments from the surrogate coefficients,

and a sparse representation that remains tractable in the mixed design-uncertainty space. For these

reasons, the robust optimization framework developed in the following sections adopts LARS-PCE

as the uncertainty-propagation model.
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Table 3 – Input distributions and PCE settings for the benchmark study.

Case Random inputs Deg. q Sample sizes

Ishigami x1,x2,x3 ∼U [−π,π] 14 0.9 30–400

OTL circuit
Rb1 ∼U [50,150], Rb2 ∼U [25,70], R f ∼U [0.5,3.0],

Rc1 ∼U [1.2,2.5], Rc2 ∼U [0.25,1.2], β ∼U [50,300]

6 0.9 30–500

Borehole

rw ∼ N (0.1,0.0162), r ∼ L N (7.71,1.01),

Tu ∼U [63070,115600], Hu ∼U [990,1110],

Tl ∼U [63.1,116], Hl ∼U [700,820],

L ∼U [1120,1680], Kw ∼U [9855,12045]

6 0.9 50–600

Wing weight

Sw ∼U [150,200], W f w ∼U [220,300], A ∼U [6,10],

Λ ∼U [−10,10], q ∼U [16,45], λ ∼U [0.5,1.0],

tc ∼U [0.08,0.18], Nz ∼U [2.5,6.0],

Wdg ∼U [1700,2500], Wp ∼U [0.025,0.08]

5 0.9 50–600

Each sample size is repeated 50 times using random Latin-hypercube training sets. The same hyperbolic truncation index

q = 0.9 is used in both full PCE and LARS-PCE.
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Figure 1 – Benchmark comparison for the Ishigami function: relative errors of mean and

standard-deviation estimation for full PCE, LARS-PCE, Kriging, and Monte Carlo.
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Figure 2 – Benchmark comparison for the OTL circuit: relative errors of mean and

standard-deviation estimation for full PCE, LARS-PCE, Kriging, and Monte Carlo.
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Figure 3 – Benchmark comparison for the Borehole function: relative errors of mean and

standard-deviation estimation for full PCE, LARS-PCE, Kriging, and Monte Carlo.
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Figure 4 – Benchmark comparison for the Wing weight function: relative errors of mean and

standard-deviation estimation for full PCE, LARS-PCE, Kriging, and Monte Carlo.

4. Robust Optimization Framework and Numerical Setup

4.1 Configuration and Performance Metrics

The test case considered in this study is the JAXA Wing Body (JWB) configuration provided in the

Second Sonic Boom Prediction Workshop (SBPW2). This model is adopted because it is a repre-

sentative low-boom configuration with a well-defined operating condition and geometric parameter-

ization. The CFD and sonic boom calculations are performed on half-models under the baseline

condition listed in Table 4.

The aerodynamic design problem considers the principal performance quantities of lift, drag, and

pitching moment. For sonic boom evaluation, the perceived loudness metric PLdB is adopted. PLdB
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Table 4 – CFD simulation parameter settings.

Mach number Alpha Body length Reference area Altitude Temperature Reynolds Number

1.6 2.3067◦ 38.7m 32.8m2 15760m 216.65K 5.7E6

was originally introduced by Stevens [24] and later adapted by Shepherd and Sullivan [25] for low-

frequency impulse-noise assessment. Because it correlates reasonably well with human perception

of boom loudness, it remains a standard metric in sonic boom studies.

4.2 Problem Formulation

Five uncertain operating parameters are considered in the present robust design problem: Mach

number Ma, angle of attack α, Reynolds number Re, flight altitude H, and atmospheric humidity

h. These parameters are selected because they directly affect both the aerodynamic state and the

sonic boom propagation environment. The optimization is therefore formulated in terms of statistical

moments rather than deterministic responses.

Let d denote the vector of geometric design variables. The optimization seeks a design that maintains

aerodynamic performance while reducing both the mean and the variability of sonic boom loudness.

The statistical optimization problem considered in this study can be written as

Given: Re ∈ N(5.7×106,(1×104)2)

Ma ∈ N(1.6,0.012)

α ∈ N(2.3067,0.12)

H ∈ N(15760,502)

h ∈ N(70,32)

Find: d ∈ R
n

Minimize:





−µCl
(d)

σCl
(d)

µCd
(d)

µPLdB(d)
σPLdB(d)

Subject to: T hick(d)≥ T0

(16)

where µ and σ denote the mean and standard deviation under the prescribed uncertainty distribu-

tions. The formulation emphasizes two design goals: preserving aerodynamic efficiency and reduc-

ing the average level and dispersion of the sonic boom response. The thickness constraint ensures

geometric feasibility during shape deformation.

4.3 Surrogate-Assisted Optimization Procedure

The overall workflow is shown in Figure 5. First, the geometric design space and uncertainty space

are defined. Second, an initial database of training samples is generated for the expensive aero-

dynamic and sonic boom evaluations. Third, sparse PCE surrogate models are constructed for the

quantities required by the robust objective. Finally, the statistical objectives and constraints are eval-

uated repeatedly through the surrogate models rather than through direct high-fidelity simulations. In

the present implementation, the surrogate-based search is performed by particle swarm optimization

(PSO). Newly selected candidate designs are then re-evaluated with the high-fidelity CFD and sonic

boom analyses, appended to the database as new samples, and used to reconstruct the sparse PCE

surrogates around the evolving optimum.

In practical implementation, the workflow is governed by a compromise between model fidelity and

sampling cost. The aerodynamic and boom analyses provide the reference data, but the robust

objective cannot be evaluated directly at every design iteration because each high-fidelity evaluation

is expensive. The sparse PCE model therefore acts as an intermediate statistical model: it is trained

9
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on a finite set of sampled responses and then used to estimate the statistical moments needed by the

optimizer. The quality of the resulting robust design depends on two linked requirements: the training

data must capture the dominant uncertainty-induced response variation, and the sparse identification

procedure must retain the most influential polynomial terms without overfitting the limited dataset. The

numerical procedure may therefore be summarized in four steps: generation of training samples in

the combined design-uncertainty space, construction of sparse PCE surrogates for Cl, Cd , and PLdB,

PSO-based search on the current surrogate model, and iterative database enrichment in which newly

computed high-fidelity design points are added to the training set. This organization is particularly

useful when the number of uncertain inputs is too large for direct repeated Monte Carlo evaluation

but still moderate enough for sparse polynomial-chaos approximation.

Convergence of results?

NO
YES

Selection of uncertain parameters and

their distribution for the flight state

Store solutions that satisfy robustness

and feasible robustness requirements

START

END

Selection of initial shape, parameterization, determination

of design variables and range of variation

Determine the scope of robust design, combined with evaluation

indexes, establish a robust design optimization model

Adopt Latin hypercube method to sample and obtain

sample aerodynamic/ sonic boom characteristics.

Perform CFD analysis and sonic boom metrics

analysis and selection on the solution set

Particle Swarm Optimization Uncertainty Quantification

CFD and sonic boom analysis

Determine the aerodynamic design objectives and constraints, and determine

the evaluation metrics for objective robustness and constraint reliability

X,P,Ξ

X,P,Ξ𝜇𝑓 ,𝜎𝑓 ,𝑃𝑔 𝑓,𝑔

Figure 5 – Aerodynamic/sonic boom robust optimization workflow.

Shape deformation is performed using an FFD method based on multiple control frames. Eighteen

wing control points are used and divided into three spanwise segments from the inner wing to the

outer wing. For each segment, three control points are placed on both the upper and lower surfaces,

and their motion is prescribed in the z-direction. This parameterization provides sufficient flexibility

to alter the local wing thickness and camber distribution while preserving the overall planform. In

the present study, the geometric variation is therefore described directly through the prescribed FFD

control-point motions, without introducing additional software details into the optimization description.

Figure 6 shows the distribution of the FFD control points on the JWB configuration. The control points

are arranged in three spanwise groups so that the thickness and local section shape can be adjusted

at representative inner-, mid-, and outer-wing locations. This arrangement is sufficient for the present

study, whose purpose is not to explore an extremely high-dimensional design space, but to examine

whether the robust optimization can exploit moderate geometric freedom to reduce boom sensitivity.

10



SPARSE PCE-BASED ROBUST AERODYNAMIC/SONIC-BOOM OPTIMIZATION

The surrogate should therefore be viewed not merely as a cheap regression model, but as a statistical

approximation that preserves the ordering and sensitivity trends of the robust-design objectives. This

feature is essential in the present application, because the optimization is driven by changes in mean

values and standard deviations rather than by isolated deterministic responses.

Y

X

Z

X

Y

Z

Figure 6 – Locations of the FFD control points on the JWB configuration.

4.4 Mesh and Analysis Tools

The aerodynamic analysis is carried out with the open-source SU2 solver [26]. The computational

mesh is organized into three regions to balance near-body resolution and far-field efficiency. A dense

near-body region encloses the half-model aircraft within a semi-cylindrical neighborhood and uses an

unstructured mesh to capture the geometric detail of the configuration. Downstream of this region,

the mesh is stretched along the Mach-angle direction in a structured block to improve the resolution

of the propagated disturbances. The outermost region is a spherical far-field domain represented by

an unstructured mesh and provides the external boundary for the aerodynamic computation.

Figure 7 illustrates both the local mesh resolution near the aircraft and the overall organization of the

full computational domain. The combined mesh design reflects the dual requirement of the present

problem: the near-body flow must be resolved accurately enough to extract the pressure information

required for sonic boom analysis, while the outer region must remain large enough to support a stable

aerodynamic solution at acceptable computational cost.

Figure 7 – Computational mesh used for the aerodynamic and sonic boom analyses: local

resolution near the aircraft and overall domain layout.

5. Results and Discussion
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5.1 Statistical Performance of the Optimized Design

Figure 8 compares the sample distributions of Cl, Cd , and PLdB before and after robust optimization,

while Table 5 summarizes the corresponding mean values and standard deviations. Taken together,

the figure and the table show that the optimized design changes the boom-related response much

more strongly than the integrated aerodynamic coefficients.

For aerodynamic performance, the probability distributions of Cl and Cd remain highly overlapped

between the baseline and optimized configurations. The mean of Cl changes only from 0.07315 to

0.07364, while the standard deviation changes from 0.00261 to 0.00262. Similarly, the mean of Cd

decreases slightly from 0.01178 to 0.01176 and the standard deviation remains 0.00017. These small

differences indicate that, under the prescribed parametric uncertainties, the robust optimization has

only a limited influence on the statistical level of lift and drag. In other words, the optimization does

not achieve boom reduction through a significant deterioration of the aerodynamic force coefficients.

The boom-loudness metric exhibits a substantially different behavior. As shown in Figure 8, the

optimized PLdB distribution shifts toward lower values and becomes noticeably narrower. Table 5

confirms this trend: the mean PLdB decreases from 83.48035 to 82.37783, and the standard devi-

ation decreases from 1.25764 to 0.67727. This result shows that the optimized design lowers both

the expected sonic boom loudness and its sensitivity to uncertainty. From a robust-design perspec-

tive, this is the key outcome of the optimization, because it indicates simultaneous improvement in

nominal performance and uncertainty tolerance.

These statistical trends are important for interpreting the design trade-off. If sonic boom reduction

were accompanied by a major degradation of lift or drag performance, the resulting design would

be of limited practical interest. Instead, the present results suggest a more favorable compromise:

the optimized geometry retains almost the same statistical aerodynamic behavior while producing

a quieter and less variable boom response. This distinction is precisely what motivates the use of

uncertainty-aware optimization rather than deterministic low-boom optimization alone.

5.2 Modification of the Pressure Signature

To understand the origin of the PLdB improvement, it is necessary to examine how the optimiza-

tion alters the pressure signature from the near field to the ground. Figure 9 shows the streamwise

distributions of the mean and standard deviation of the near-field pressure perturbation. Relative to

the baseline configuration, the optimized design reduces the peak magnitudes of the mean profile

in the shock-wave- and expansion-wave-related regions. At the same time, the standard deviation

profile shows smaller sharp peaks near the primary shock-formation and wave-coalescence region,

together with a contraction of the high-variance zone. These features indicate that the optimized ge-

ometry does not merely shift the pressure field in a deterministic sense; it also reduces the sensitivity

of the near-field pressure evolution to uncertain operating conditions.

The same tendency is reflected in the ground signature shown in Figure 10. The mean ground wave-

form of the optimized configuration differs most clearly around the expansion-wave region, where

the recovery is delayed and the minimum pressure becomes lower. More importantly, the standard

deviation profile exhibits a reduction in the dominant peak associated with the major boom event,

even though the full signal does not decrease uniformly at every time location. This means that the

robust optimization suppresses the variability of the waveform features that contribute most strongly

to perceived loudness, rather than applying a uniform reduction to the entire signal.

Taken together, the near-field and ground-signature results provide a consistent physical interpreta-

tion of the PLdB statistics. The optimized design appears to act selectively on the wave-producing

pressure structure: it weakens the dominant pressure features and at the same time stabilizes them

against uncertainty. This interpretation also explains why the boom-related metrics improve much

more than the force coefficients. The selected design changes primarily influence the pressure-

distribution details that control wave formation and propagation, while leaving the global aerodynamic

balance largely unchanged.

From a broader design viewpoint, this behavior is exactly what is desired in robust low-boom optimiza-

tion. A deterministic improvement in nominal PLdB alone would not guarantee a reduction in variabil-

ity, whereas the present formulation explicitly targets both the mean and the standard deviation of the

12
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response. The optimized configuration therefore achieves a more useful form of improvement: it is

quieter on average and less sensitive to uncertain conditions. At the same time, the present conclu-

sions remain tied to the current uncertainty set, geometric parameterization, and surrogate-assisted

framework. Further assessment on broader design spaces and alternative uncertainty definitions

would be valuable in future work.
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Figure 8 – Probability distributions of the lift coefficient Cl, drag coefficient Cd , and perceived sonic

boom level PLdB before and after robust optimization.
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Figure 9 – Streamwise distributions of the mean and standard deviation of near-field pressure

perturbations before and after robust optimization.
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Figure 10 – Temporal distributions of the mean and standard deviation of ground pressure

signatures before and after robust optimization.

Table 5 – Mean and standard deviation of Cl, Cd and PLdB for the baseline and optimized configura-

tions.

Cl Cd PLdB

mean std mean std mean std

Ori 0.07315 0.00261 0.01178 0.00017 83.48035 1.25764

Opt 0.07364 0.00262 0.01176 0.00017 82.37783 0.67727

6. Conclusions

This paper presented a sparse polynomial chaos expansion-based framework for aerodynamic and

sonic boom robust optimization under multi-source parametric uncertainty. The framework combines

sparse surrogate construction with a statistical optimization formulation so that repeated uncertainty

propagation can be performed efficiently in an otherwise expensive high-fidelity design problem.

Application to the JAXA wing-body configuration showed that the proposed approach can preserve

the statistical level of aerodynamic performance while achieving a meaningful reduction in both the

mean and the standard deviation of the sonic boom loudness metric PLdB. Analysis of the near-field

and ground-pressure statistics further indicated that the optimized design reduces both waveform

intensity and response variability in the most influential wave-dominated regions.

Overall, the results indicate that sparse PCE is a practical surrogate-modeling strategy for robust

aerodynamic and sonic boom design with limited samples. Future work should focus on expanding

the present framework to larger design spaces, more detailed atmospheric uncertainty models, and

comparative studies against alternative surrogate-assisted robust optimization methods.
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